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ABSTRACT
Synchronization performance is a major problem with inter-
mittently connected mobile databases. A server periodically
generates update files for each client, which are downloaded
and applied when convenient. Unfortunately, the time re-
quired to synchronize clients in this way increases drastically
with client population. We show that this trend could be
altered by appropriately modifying the way that update files
are designed, resulting in significant performance improve-
ments.
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databases
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1. INTRODUCTION
Intermittently synchronized database systems (ISDBs) sup-

port mobile database activities by allowing clients to work
on locally replicated data without a constant connection to
the server [3, 4, 6, 7, 8]. ISDBs are widely deployed, with
common applications in areas such as customer relationship
and supply chain management.

ISDB synchronization is performed asynchronously, via
message passing. The server collects updates that clients
send to it in update files. Periodically, the server recipro-
cates by generating update files for each and every client
containing the relevant subsets of these updates. When
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convenient, clients download these files and apply the up-
dates to their local replicas, and so on. Although practical,
this type of synchronization results in performance that is
unscalable with an increasing client population. In particu-
lar, the server may become a performance bottleneck as the
number of clients grows.

There are benefits to using message-based synchroniza-
tion versus online (i.e., synchronous) synchronization. For
example, the client can control when and how long it spends
connected with the server. This allows it to better control
its energy usage, which is at a premium for mobile devices.

There are other problems with message-based synchro-
nization as well, including staleness of data and conflict res-
olution. We do not cover these issues in this work, but they
are considered in commercial ISDB product documentation.

The process of generating update files for clients, which we
call a synchronization session, takes on the order of hours
in practice. For example, if it took 30 seconds to gener-
ate an update file for each of 500 clients, then the entire
synchronization session would last 4 hours. This duration
determines the minimum latency for clients getting the most
recent updates.

Moreover, the cost of a synchronization session grows quad-
ratically with client population. Assume that there are NC

clients, and each generates an average of RU updates. Each
of these RUNC updates are sent to the server and must ulti-
mately be distributed to clients’ update files based on their
subscriptions (i.e., data needs). To do this, the server must
compare each update to each client’s subscription, a process
that takes O(N2

C ) time.
The poor server performance can be attributed to two fac-

tors: redundant processing by the server or misuse of avail-
able system resources. Redundant server processing occurs
because the server may have to examine and write the up-
dates to update files multiple times. By modifying the up-
date files, the server can offload synchronization work onto
other system resources. For example, assume the server gen-
erates a single update file containing all updates. This min-
imizes server work, but offloads work onto the network, as
the all updates must be transmitted to all clients regardless
of their subscriptions. This is a generally poor update file
design as the network is often the performance bottleneck.

These solutions capture the idea behind this work. By
altering the design of update files, we can control the cost
of synchronizing a client. Proper design requires knowledge
of the ISDB configuration: the performance of various sys-



tem components and client subscriptions. In this paper,
we elaborate on this idea and propose a way of increasing
the scalability of client synchronization with various system
configurations.

2. MODEL
The server maintains the primary database, which is par-

titioned into publications. By subscribing to a publication,
the client makes a local replica of the published data and
periodically downloads updates for it from the server via
update files.

Each update file is defined by a datagroup. A datagroup
is a set of publications, and thereby determines the contents
of an update file. Specifically, each update is compared to
each publication in each datagroup. If an update modifies a
datagroup’s publication, then the update is written to the
datagroup’s update file. In general, there is no constraint to
the number of contents of datagroups. We overload the term
subscribe by stating that clients subscribe to datagroups (in
addition to publications). By subscribing to a datagroup,
the client will download the update files based on it.

In commercial ISDB systems, a datagroup is created for
each client. The publications in each datagroup are exactly
those that the client desires, so each client downloads the
minimal necessary updates. We call this datagroup design
client-centric. We used client-centric design in the example
given in Section 1.

We are primarily concerned with the speed with which
the average client can become synchronized with the server.
Because the server and network are the shared components
of the architecture, they are most likely to be performance
bottlenecks. The costs, therefore, are in terms of generating
and then transmitting the update files to the clients.

Update file generation cost components:
• Number of update files - This cost includes disk latencies
encountered by switching between files and the maintenance
of associated metadata.
• Bytes written to disk - This cost describes the amount of
time the server spends writing to disk.

Update file transmission cost components:
• Number of update files downloaded by a client - This cost
describes the overhead of establishing a network connection
to download an update file.
• Bytes downloaded - This cost describes the time required
to download the “contents” of the update files.

From these costs, we see that our goal is to design the
smallest and fewest datagroups that cover, but do not over-
satisfy the data needs of clients. These goals are in conflict.
For example, minimizing the number of bytes written to
disk (i.e., by generating a single update file containing all
updates, as in the Example in Section 1) significantly in-
creases the number of bytes downloaded by each client.

We do not consider the cost of client filtration of unwanted
updates: the client is not a shared resource (i.e., system
bottleneck) and bandwidth is generally a greater limiting
factor than is processing power.

3. DATAGROUP DESIGN
As suggested in the previous section, we can affect the

synchronization performance of an ISDB by manipulating
the design of the datagroups and the subscription of the
clients to datagroups.
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Figure 1: Example of Alternate Datagroup Designs.

The design of datagroups is combinatorial, and making it
difficult to find an optimal solution. We therefore consider
two alternatives to the traditional client-centric (cc) strat-
egy. These alternatives will help us better understand the
subtleties of datagroup design:
•One-per publication (op) - The number of datagroups
equals the number of publications, and there is a unique
publication in each.
•One-giant datagroup (og) - There is a single datagroup
containing all publications.

With both op and og design, the subscription to data-
groups by clients is straightforward. With op, if the data-
group contains a publication that a client needs, the client
subscribes to that datagroup. With og, there is no subscrip-
tion decision as there is but one datagroup.

Example Consider an ISDB with three clients and five
publications (1,2,3,4,5). The three clients’ data needs are
{1,2}, {1,2,3,5}, and {4,5}, respectively. The three ways in
which datagroups can be designed using cc, og, and op are
shown in Figure 1. Any one of these designs is capable of
satisfying the data needs of the clients, but with different
costs.

We further analyze these three design alternatives later in
the paper. We first motivate the analysis with some exper-
imental results in the next section.

Parameter Values ({default})
Num clients 1, 200, {400}, 600, 800, 1000
Client b/w (Kbps) 19.2, {57.6}, 1536, 10240, 102400

Table 1: Parameter values for experiments.

4. EXPERIMENTS
The goal of these experiments is to demonstrate the per-

formance of cc, og, and op datagroup design on synchro-
nization performance over a wide range of parameters. To
do this, we define a metric, sync time, as the sum of the
average time required to generate and transmit a covering
set of update files to a client. We show the results in which
we vary datagroup design strategy, client population, client
communication capabilities.

4.1 Experimental Setup
The experimental database is composed of NP = 400

publications. Client subscriptions to these publications is
skewed, following a Zipf distribution with parameter θ = 1.
(We also performed experiments using a uniform distribu-
tion, but excluded them because the results were not signif-



icantly different.) Each client subscribes to between 5% and
10% of the publications, based on the distribution.

The number of updates distributed by the server is a func-
tion of client population. Each of the NC clients is assumed
to generate 100 updates, so the total number of updates is
100NC . The distribution of the updates to publications is
based on the publications’ subscription rate.

Each client is assumed to have the same network band-
width. (We could have also modeled this as a weighted
average of individual bandwidths, weighted by subscription
size.) Transmission cost is therefore the amount of data a
client must download divided by this bandwidth.

Some of our experimental parameters are summarized in
Table 1. The default parameters are meant to model a mo-
bile salesperson whom uses a modem to upload and down-
load updates onto a modern laptop. We assume that the
server pushes update files to clients as it generates them
(e.g., by emailing them, or copying them onto an FTP site).

We built an ISDB server using commercially available
ISDB and DBMS software to test the performance of the var-
ious datagroup design strategies. As message-based synchro-
nization is similar across most of the commercially available
ISDBs we know of, the general performance trends reported,
though not necessarily the performance levels, should be rep-
resentative.

We use two dedicated machines to host the database server
and synchronization server. The database server manages
access to the database. Updates to the primary database
are INSERTs. The database server software is Sybase SQL
Anywhere version 9, running on a 3.2GHz Pentium PC with
1GB RAM. The synchronization server captures and pack-
ages updates to the local database for eventual shipment to
clients. (It can also incorporate into the primary database
the contents of update files from clients.) The synchroniza-
tion server software is Intellisync iMobile version 2.4, run-
ning on a 1.4GHz Pentium PC with 512MB of RAM. We
have made modifications to it so that it can generate update
files based on datagroup designs other than client-centric.
The ideas behind the modifications may be found in [5].

Both servers are running Windows XP and are connected
by a 100Mbps Ethernet LAN. Our setup is typical of one
that might be found in a small company. More computers
may be added to scale up absolute performance, but would
not affect the overall trends.

4.2 The Cost of Generating Update Files
In Figure 2, we show the amount of disk space each of

the design strategies consumes with increasing client pop-
ulation. (Notice the log scale.) The space taken by both
op and og increase linearly with client population because
the number of updates is set at 100NC . The reason that op
consistently consumes so much disk space initially is that it
must generate an update file for each publication, even if the
update file is empty. Each update file, due to metadata and
blocking factor, consumes at least 4KB. Because NP = 400,
these files consume at least 1.6MB. As the volume of updates
increases, there impact of this overhead diminishes.

Eye-catching is the enormous amount of disk space that
cc update files consume with high client population. This
happens because disk space consumption increases quadrat-
ically with client population. When NC = 1000, the update
files consume almost 1GB of disk space. That is 2.5 orders
of magnitude more space than that which is consumed by
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Figure 2: Disk Usage with Increasing Client Popu-
lation.
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Figure 3: Per-client Sync Time with Modem-level
Bandwidth (57.6Kbps).

the update files of either of the other design strategies.
The quadratic growth in disk usage can be explained by

the assumption that update rate is proportional to the num-
ber of clients. This assumption implies that the number of
updates to a publication is O(NC). The number of times a
publication is subscribed to is also O(NC ). The number of
updates written for a publication is therefore O(N 2

C).
The times required to generate the update files (not shown)

follow the basic pattern suggested by the disk usage. For
example, it took 10 seconds, 5 minutes and 50 minutes to
generate update files for og, op, and cc, respectively, when
NC = 1000. The relative expense of op compared to its disk
usage is due to its need to write out so many update files.

4.3 Sync Time
The sync time performances of the three datagroup design

strategies are shown in Figure 3. The performances of op
and cc are similar for most values of NC , while the perfor-
mance of og is significantly worse. The one exception to this
trend is when NC = 1 (or other low NC values not shown
here). When NC is low, the cost of generating og and cc
update files is low as well because there are few updates to
distribute. However, there is a high lower bound to op cost
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Figure 4: Per-client Sync Time with WiFi-level
Bandwidth (10Mbps).

because it must generate an update file for every publication
no matter how few clients and updates there are. In Figure
3, when NC = 1, NP = 400 update files are still generated.

The performance of og is poor for obvious reasons; all
clients must download all updates. But, what if downloading
were less expensive? What if the client had more than a
57.6Kbps modem to communicate with?

We answer this question using results shown in Figure
4, where the bandwidth available to each client jumps to
10Mbps, equivalent to ideal WiFi connectivity. Increasing
the available bandwidth makes downloading much cheaper.
Consequently, the relative value of being able to quickly gen-
erate update files becomes greater.

In Figure 4, cc does worst because of its poor update file
generation performance. The performance of op starts high,
is best near NC = 600, and then slowly worsens afterward.
The initial improvement in performance is due to the amor-
tization of the fixed cost related to generating the update
files. At NC ≈ 600, this cost is fully amortized, and op’s
performance steadily worsens due to the increase in volume
of updates with client population. The performance of og
is initially better than that of op. However, it worsens at a
quicker rate because its update file includes all updates to
all clients, not just the updates to individuals. For a given
client, this overhead grows at a rate equal to the propor-
tion of publications that the client does not subscribe to.
However, experiments where bandwidth were increased to
100Mbps (corresponding to a typical LAN, not shown), og
indeed performs best over this range of client populations.

Note that we begin Figure 4 at NC = 200 because op’s
terrible update file generation performance when NC = 1
would have obscured the performance differences.

5. DISCUSSION
The results indicate that og does well when there is suffi-

cient bandwidth, cc does well when there are not too many
clients, and op does well when there are many clients. By
capturing these performance relationships, we can decide
on a datagroup design that takes advantage of the ISDB
system’s current performance characteristics, yielding con-
sistently good sync time. We will no longer consider og as a
viable datagroup design alternative. Although og has very
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Figure 5: Per-client Update File Generation Time
for 25-175 Clients (57.6Kbps).

good performance when bandwidth is available, such a sit-
uation is uncommon in mobile computing environments.

If we only compare op to cc, then we can restrict our
consideration to cases where NP ≥ NC . This should make
sense because, if NP < NC , then we can assume that op will
outperform cc because op will be guaranteed to not write
updates to disk more than once and the overhead of writing
unique files is equal to that of cc. (There is a slight overhead
in downloading multiple files with op, however, this overhead
should be relatively small for large NC .)

In our experiments, op update file generation outperforms
cc with NC values much smaller NP (NC = 125 in Figure
5, with NP = 400). This happens because, with NC = 125,
cc has increased overhead in terms of both the number of
files it must generate and the number of bytes written. In
comparison, the number of files op generates is fixed, and
the number of bytes written by op increases slowly, as shown
in Figure 2.

Specifically, the equality of performance of cc and op when
NC = 125 means that the time it takes cc to write an extra
13.5MB required by cc is equal to the time it takes op to
open and write updates to 275 more files than cc.

If we assume that I/O is the major cost of file generation,
then we can roughly estimate the point at which op outper-
forms cc. This is the point when the cost of writing bytes
to disk using cc outweighs the cost of managing extra files
using op. Using the model and concepts presented in this
paper, we can readily make estimates of disk usage using ei-
ther op or cc for a given number of clients. These estimates
can be used to determine which datagroup design to use.

For example, our server machine has an I/O rate of 15MB
per second and requires 0.003 seconds to open a file. It takes
about 0.87 seconds to read 13.5MB, and about 0.83 seconds
to open 275 files. The relationship between file management
and volume of data written seems to hold on our ISDB plat-
form.

A more precise point at which op should be chosen over cc
requires consideration of update file transmission overhead
of about 4KB per file. Estimating this penalty is straight-
forward, and will increase the break-even NC an amount
dependent on the available bandwidth. Furthermore, this
point should be recalculated whenever there is a significant
shift in subscription patterns or overall system capabilities.



There are complications, however, regarding op’s require-
ment that clients download multiple update files to update
themselves. The first complication is in the need for the
client to establish a connection with the server for each up-
date file. Based on our experiments using the Unix wget

utility, each connection requires on the order of a second to
establish.

However, this cost may be amortized by two factors. If
the files are large, the cost of establishing a connection is
trivial. Second, the server may allow multiple simultane-
ous connections. This may be faster than establishing many
single serial connections. BitTorrent, the well-known file-
sharing application, for example, takes advantage of some
characteristics of TCP by using multi-connection file trans-
fer to effectively manage bandwidth [2].

Second, the client must wait until the last update file it
needs has been generated before it has a complete set of
updates. If a client must wait until the last file is generated,
then it loses any benefit it may have anticipated by having
some of its update files made available early.

This problem may be benign relative to the performance
of a cc ISDB. Recall that the volume of updates written by
the server in a cc ISDB grows with O(N2

C). At the same
time, the volume of updates written by the server in a op
ISDB grows with O(NC ). If a client needs NF files from a
op ISDB, and the files are generated in random order by the
server, then the expected time the op client must wait for
its last file is Θ( NF

NF +1
NC), but the time required for a cc

client is O(N2
C ). The long-term latency for an op client is

therefore less than that of a cc client.
There are heuristic steps, however, that one may take to

reduce the expected latency involved in making available
multiple update files: the server can create the update files
for the most subscribed-to datagroups first. This is not an
optimal algorithm because, in general, datagroups are not
subscribed to independently. For example, the fact that a
client subscribes to the most popular datagroup may, for
some reason, imply that it is less likely than average to
subscribe to the second most popular datagroup (perhaps
because they contain redundant data). The update files of
the popular datagroups may be relatively large as well, but
this should not hurt performance as long as the update file’s
size is proportional to its datagroup’s popularity. If so, then
the rate at which clients subscribing to single update files
are satisfied is optimal. The problem of scheduling the up-
date files has been approached before [1], and is generally
considered difficult by researchers in operations research.

Finally, the problem caused by having to download and
share multiple update files may be mitigated by using mod-
ern data dissemination techniques. For example, a file that
is desired by many clients may be broadcast [10]. Although
the order of broadcast is still in question, this is another
way of increasing scalability, as the single transmission of
an update file can simultaneously satisfy many clients.

6. CONCLUSION
We describe some observations we have made regarding

ISDB synchronization performance. We show that tradi-
tional client-centric (cc) synchronization is unscalable be-
cause it requires the server to perform significant redundant
work to generate update files for clients. By altering the
way that update files are designed, we can improve the cost

of synchronization.
It turns out that cc synchronization works well for a small

number of clients, but generating an update file for each
database publication (op) works better as the number of
clients increases. Op requires less redundant work at the
server, but has a higher fixed cost. In extreme cases when
client bandwidth is very high, generating a single update file
containing all updates is best, as it minimizes server work
at the expense of the network.

We are currently exploring ways of formalizing a means
of deciding among the datagroup design strategies given the
observations we presented in this paper. That is, given sys-
tem performance characteristics and subscription patterns,
there should be a straightforward way of deciding among
client-centric, one-giant, or one-per design. Our previous
attempts at near-optimal solutions have proved too compu-
tationally complex and monolithic [9]. Other future work
will be directed toward optimizing the performance for spe-
cific subsets of clients. For example, there may be a subset of
clients that have a uniform subscription pattern and com-
munication capability. These clients may have their syn-
chronization sessions grouped. Furthermore, one of these
subsets may include critical users (e.g., managers). This
subset should perhaps be treated as a special case and have
improved synchronization performance relative to others.
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